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What is Reinforcement
Learning?




Autonomous Helicopter

How to fly it?

®@Deeplearning.Al  Stanford onune Andrew Ng




Autonomous Helicopter

[Thanks to Pieter Abbeel, Adam Coates and Morgan Quigley] — For more videos: http://heli.stanford.edu.
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http://heli.stanford.edu/

Reinforcement Learning

position of helicopter >

how to move control sticks

state s > action a

: )<

reward function

- <

positive reward : helicopter flying well +1

negative reward : helicopter flying poorly =400 0O
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Robotic Dog Example

[Thanks to Zico Kolter]
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Applications

=+ Controlling robots
~ « Factory optimization

=+ Financial (stock) trading

—« Playing games (including video games)

@pDeeplearning. Al Stanford onuine Andrew Ng



@ Deeplearning.Al Re | N fO Fcemen t
Stanford

Learning formalism

Mars rover example




Mars Rover Example

terminal state \L terminal state
I 4
oo ' ¢
O O O O
state 1 2 3 4 5 2
lef h
t ight /
state 4 3 2 e1 " i (SJ a.’ R(S)JS )
O O O A00 o )
O O 40 (%,<,0,3
OO0 0 0 0 100 A )

[Credit: Jagriti Agrawal, Emma Brunskill]
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The Return in
reinforcement learning




100 0 0 0 0 40
state 1 2 3 4 5 6

Return = O +(0.2)0 +(0.9) O+0.AM00= 0.729x 100 =721

Return = p\1 + Y Rz 4+ Y2R3+ »# e (until terminal state)
* * ?
Discount Factor | = 0.9 0.99 0.999

r=o0.5
Return = O+(0,5)0+(0, 5 0+(0.5) 100=12.5
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Example of Return

1400 | 50 25 |42.5] 6.25| 40O
100 0 0 0 0 40
1 2 3 4 5 6

The return depends on the actions you take.

100 | 2.5 5 10 20 40
100 0 0 0 40
1 2 3 4 5 6

1400 | 50 | 25 |412.5| 20 40
100 0 0 40

1

2

®©Deeplearning.Al

3
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6

<« return

<+«— reward

4 2
0+(0.5)0+(0. 5 40=10

y = 0.5

O+ (0,540 =20
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—1 M Making decisions: Policies
<l in reinforcement learning




Policy
100 40
policy

state ——=> action 100 40
S T o T (5) =
@)=«
100 40 TR =«
=«
mE=-

100 40

A policy is a function n(s) = a mapping from states to actions, that tells you
what action a to take in a given state s.
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The goal of reinforcement learning

100 6% & 40

Find a policy = that tells you what action (a = n(s)) to take in every state (s) so as to
maximize the return.
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Review of key concepts




Mars rover ‘T/\? = Helicopter E& \Chess
&b &
> states 6 states position of helicopter pieces on board
b actions < = how to move possible move
control stick
-1

> rewards 100, 0,10 +1, -A000 +3, o,
> discount factor % 0,5 0.99 0.995
N return R1 + )/RZ +y2R3 + Rl + ]/RZ + y2R3 + °° Rl + }/RZ + y2R3 + °c
> policy 7 100 40 Find 7(s) = a Find 7(s) = a

) o
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Markov Decision Process (MDP)

=

state s % ;

reward R
(Environment /
LWorId
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State action value function (Q-function)

&(5 OL) = Return if you

start in state s.
take action a (once).
then behave optimally after that.

100 50 25 12.5 20 40
100 0 0 0 0 40
Q(zsl") 0(23")
2
400 100|]5g0 42.5] 25 (.25]42.5 410 |6.25 20 %0 %0
100 0 0 0 0 40

1

2

3

Stanford onune

Q(s,a)
M

<+«— return
<«— action
<« reward

A (2,=)=122.5
o +(o, 5)o+(o ) 0+(0, 5) 100

Q(z «) =50
o+(o £)400

QA (4, «)=12.5
o+(o, 5)o+(o 5y 0+(0, 5) 400
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Picking actions
100 @ @ @@ 40 <«— return

d <«— action
100 0 0 0 0 40 <«—— reward

_, [100 100 [50) 12.5[35) 6.25{12.5) 10]6.25 (20)}s0 4o max &(ij‘l)

100 0 0 0 0 40 ST (5) - a
1 2 3 4 = 5 6
a) = i
Q(4,«) O(4,~) o o state .
1265 10 - take action a (once). €

« then behave optimally after that.

The best possible return from state s is max Q(s, a). Q*
a
The best possible action in state s is the action a that gives mC?XQ(S, a). Optimal Q function
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1 M State-action value function
example




Jupyter Notebook
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Bellman Equation

Q(S, a) — Return if you
start in state s.

take action a (once). 1 2 3 4 5 6
then behave optimally after that. r{(1)=100 R(2)=0 oov R(¢)=1+O
: current state R(s) = reward of current state
: current action

S
a
s’ : state you get to after taking action a]
a' : action that you take in state s’

Ouls,2) =R(s)+ T max QL(S5%)
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Bellman Equation
Q(s,a) =R(s) +vy rr}la,le(s’, a') (X (5,%) =R(s)

— S=2
100 100 | 50 @%@ 6.2\9 6.25 2040 40 0L/:—)
s'=3
100 | (0) 0 @ 0 40
1 2 3
O.2,)=R(2)+0. 5%&(33“)
= 0+ 5)25 12,5 -
Q<) =R +0. SWQ(%“) g,;(;

= 0+(0. £)25Z 42.5
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Explanation of Bellman Equation
{Q(S,a)=ﬁeturn if you €—

start in state s.
take action a (once). y
then behave optimally after that. S—=>5

— The best possible return from state s/ i@
Q(s,a) =\ R(S)S +C§Tnaa,1x Q(s',a’ !_\ &

Reward you get Return from behaving optimally
right away starting from state s’.

Ry + 1 Ry 4 IR, HTIR,E <ov

(A(55%) = Ry HD[Ry +T Ry+ T Ryt +2<]
A\
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Explanation of Bellman Equation

Q(s,a) = R(s) +y maxQ(s',a’)

100 10050 12.5|25 6.25[12.5 10]|6.25 20|40 40
100 0 0 0 0 40
1 2 3 4 5 6

Qlx, <)

“J

+o.550 +fo. 5?’100
= R(%)+(0.5\{B+0.5) 0+ (0, 5)10

:r{(4)+(0.5)m:}< A(3,4)
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Random (stochastic)
environment (Optional)




Stochastic Environment

+
&6 &
1 2 3 4 5 6
P
0.9 0.2
——
0.A 0.9

@Deeplearning.Al  Stanford |onuine Andrew Ng



Expected Return

B
100 0 0 0 0 40
1 2 3 4 5 6
o ) o 100
o o o o o 100
0 o 40

_Expected Return = Average( Ri+ YR, +y*Rs + Y Ry + )
=E[Ry + YR, +Y*Rs + ¥°Ry + -]
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Expected Return

Goal of Reinforcement Learning:

Choose a policy n(s) = a that will tell us what action a to take in state s so as
to maximize the expected return.

Bellman Q(s,a) = R(s) +y E[max Q(s’, a’)}

S
. ] Y~ a 1\
Equation: l L Hq L
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Jupyter Notebook
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Example of continuous
state applications




Discrete vs Continuous State

Discrete State: = 1,2,3,4,5 6
A‘
1 2 3 4 5 6 [ X

Continuous State:

Y

B & 0 -360
27 43 S= | %
< > y)
6 k ‘j
0 m 5
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Autonomous Helicopter

(

roll
PHC'L\

Jaw

EeD QNS X E DO N X
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Lunar Lander
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Lunar Lander

actions: ~ X
do nothing y
left thruster X
main thruster ¢ = y
right thruster o

:
or L gL r
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Reward Function

+ _Getting to landing pad;,100 - 140

« _Additional reward for moving toward/away from pad.
+ Crash; -100

« Soft landing:_+100

 Leg grounded: +10

+ Fire main engine; -0.3
« Fire side thruster:_-0.03
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Lunar Lander Problem

Learn a policy w that, given

S TR KRR R

picks action a = n(s) so as to maximize the return.

y = 0.985
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Learning the state-value
function




Deep Reinforcement Learning

s | O |© 7 f8
= g C = =] — 0(s,a)
a r —V—
| () I (O
8 AN N \
12 inputs 64 units 64 units 1 unit

In a state s, use neural network to compute

0(s, nothing), (s, left), 0(s, right)

Pick the action a that maximizes Q(s,a)
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Bellman Eguation
L )= R(S) + ¥ max Q(, o)

.¥ n 0 /

fue(4) =Y v =[RE™)+y maxQ ﬂ
(3,0, R(3),5") (2)"?( @) 4y max Q( )

(1) (D) ) X Y
( T. /)@ &~ (1): ( (1) (1)) @
<(z)'(z)R( (z)) @é—' : ;q’ )

) s / (z)z( (z)’ (z)) y(z)
( OON-TEC)Y (3)) — (10,009 (10,000)

Y
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Learning Algorithm

Initialize neural network randomly as guess of Q(s, a).

Repeat {

Take actions in the lunar lander. Get|(s, a, R(s), s")\
Store 10,000 most recent (s.a)R(s),s") tuples.

re P\a\/ bU‘(:‘ce(‘

( (1

Train neural network: 133 )
Create training set of 10,000 examples using 3 4
J o

| x= (s,a)!and—y—= R(s) + yma}

Train Qpe, such that Q. (s,a) ~ (0000 0) (I100000)

— - ‘lea( )Q\lﬂ J

Set Q = Qnew-

[Mnih et al., 2015, Human-level control through deep reinforcement learning ]

b=

@pDeeplearning. Al Stanford onuine Andrew Ng




@ DeepLearning.Al Cont| NUOUS State

Stanford

ONLINE S pa Ces

= Algorithm refinement:
“wa Improved neural network
architecture




Deep Reinforcement Learning

X
y — —
x —
1 O 1O
S11e
_ 6 : : —
— ; =] [—=|O Q(s,a)
al|r .
1 O O
8 — —
. _0_
12 inputs 64 units 64 units 1 unit

In a state s, use neural network to compute

Q (s, nothing), Q(s, left), Q(s,main), Q(s,right) )
PicC e action a that maximizes Q(s,a)
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Deep Reinforcement Learning
_x_
y ) ) O
\ 9 O O O M Q(s, nothing)
X . . —> Q(s, left)
s=| . | = : | Q (s, main)
}-] O _> Q(s, right)
ol O] 1O 1O
[ — —
8inputs T - 64 units 64 units 4 units

In a state s, input s to neural network.

Pick the action a that maximizes Q(s,a). R(s) +y max Q(s’,a")
- a
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Algorithm refinement:
e-greedy policy




Learning Algorithm

Initialize neural network randomly as guess of Q(s, a).

ee———

Repeat {
{Take actions in the lunar IandedGet (s,a,R(s),s").

Store 10,000 most recent (s,a,R(s),s") tuples.

Train model:

Create training set of 10,000 examples using
x = (s,a) and y = R(s) + ymaxQ(s’,a’).

Train Quey such that Quey(s,a) = y.  fup(x) =y
Set Q = Qnew-
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How to choose actions while still learning?

In some state s what 1€ int Q( ) “+to be \ow7.

Option 1: = will pever try other actions Ly will never £ire moin "f'l’lr‘US'l'efZS.l
Pick the action a that maximizes Q(s, a).

Option 2:
With probability 0.95, pick the action a that maximizes Q(s, a). Sr&edﬂ explottation
With probability 0.05, pick an action a randomly. exploration

& —3reedy POHC’)’ (¢ = 0.05) S‘faf‘"' £ h;ﬁ l'L
areeoly 45% oF the time Sr‘ow{ uo\)ly decrease

exploting 5% of the time 1.O = 0.0L
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= Algorithm refinement:
sl Mini-batch and soft update
(optional)




How to choose actions while still learning?

1 © | |
x y ] (w, b)) = %;(fwlb( M) — )2

2104 400
1416 232 m= 100,000, 000
1534 315 | Q000,000 m’« |,000

852 178 00,000, repeat { m

v fr @) — y(l)J
3210 870 w=w=as Z( () )

a 1 N l l
b = b—aa—b Zmll(be( ())_y())
}
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Mini-batch

price in $1000’s

x y
2104 | 400) }Hem\'on 1
1416 | 232 |
1534 | 315 }Hewﬂ\on 2
852 178 > batch |

}Hev‘orho\’\ 3
3210 | 870

_

®©Deeplearning.Al

Stanford onune

500
400
300
200
100

0

X Xx Xx
i % X
X
A X\ 2K
- * N ests
X x
0 10|OO ZOIOO 30|01
size in feet?
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Mini-batch

Batch ICOLPnng Mini ~batch Iearm't:lj

2104 400
1416 232
1534 315 W, w,
852 178 # bedrooms
3210 | 870 > >
Wy 2
size in feet?
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Learning Algorithm

Initialize neural network randomly as guess of
Repeat {

Take actions in the lunar lander. Get (s,a,R(s),s’).

Store 10,000 most recent (s,a,R(s),s") tuples.

Train model:

Rep\ay Byffer

() (1)
Create training set of 18,660 examples using J 3
X = (s,a) and y = R(s) + yrrzle}x@ :
Train Q,,,.,, such that Q,,.,(s,a) = y. (la.od) (\000)
L Set Q = QneW.Y J g
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Soft Update

Set Q = Qnew- < QG ( )
R

UU,QD Wncw, Bncw

.W ‘:.O'O‘ \gncw +.O~CH W W= AWy tOW
B": .0l By +.o,qq 3
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The state of
reinforcement learning




Limitations of Reinforcement Learning

* Much easier to get to work in a simulation than a real robot!
« Far fewer applications than supervised and unsupervised

learning.
« But ... exciting research direction with potential for future

applications.
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Courses

« Supervised Machine Learning: Regression and Classification
Linear regression, logistic regression, gradient descent

« Advanced Learning Algorithms
Neural networks, decision trees, advice for ML

« Unsupervised Learning, Recommenders, Reinforcement Learning
Clustering, anomaly detection, collaborative filtering, content-

based filtering, reinforcement learning
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